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Abstract. At present, High Performance Computer (HPC) is developing rapidly from Pflops to Escale.
Traditional HDD-based storage systems have become a serious bottleneck hindering the development. It is
promising to leverage memory resources in compute nodes to build high-performance storage systems. A
memory-based data server can provide approximately 5GB/s read or write bandwidth, which is about 10
times faster than the HDD-based OST in Lustre file system. We propose MemUsing, an efficient method to
leverage idle memory among compute nodes. All compute nodes are divided into two partitions, which are
full-memory-partition (FMP) and small-memory-partition (SMP). MemUsing introduces a dynamic memory
management method to borrow/return memory resources from/to compute nodes in SMP based on the
memory requirements of user processes and avoids user processes to be terminated abnormally due to lack of
memory. MemuUsing dramatically improves the efficiency of memory utilization and the overall performance
of memory-based storage systems.

Keywords: Storage System, Memory, Compute Node, High Performance Computing, Lustre File System,
HDD

1. Introduction

Since HDD has huge storage space and low price, it is widely used in storage systems in HPC
environment. As a mechanical rotary device, its access latency is large and it is very difficult to improve.
With the rapid development of HPC systems from Pscale to Escale, HDD-based storage systems become
increasingly difficult to meet the demands of HPC systems [1].

At present, the capacity of one DDR4 DRAM has reached 128GB, and the access latency is only 14ns
[2]. Since the performance of memory-like devices is far beyond HDD, researchers propose to use memory
in compute nodes to build memory-based distributed storage system, such as FusionFS, MemFS, and masFS
[5, 6, 7]. Memory-based storage systems can achieve higher read and write bandwidth than HDD-based
storage systems, hence they show great development potential. However, these research work do not
consider how to borrow memory, or just borrow memory in static methods. In addition, they do not consider
how to dynamically borrow and return memory in a more efficient way.

There are many critical challenges in borrowing free memory from compute nodes that are assigned to
users. For example, how to borrow as much free memory temporarily without terminating user processes
abnormally, how to return memory resources in time when user processes require memory, and how to
ensure the correctness and reliability of file data that are stored in the memory to be returned. These are the
main technical problems that we will discuss in this paper. We propose MemUsing, a novel approach to
borrow and return memory resources of compute nodes. To our best knowledge, we are the first to propose
these dynamic approaches. The main contributions of MemUsing are as follow.
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o Statically borrowing: Based on the memory utilization of user processes, we divide the compute
nodes within the whole system into two partitions. One is full memory partition (FMP), which allows
user processes to use all memory. The other is small memory partition (SMP), and it only allows user
processes to use half of the memory in compute nodes. We statically borrow the remaining half of
memory form SMP. The compute nodes in SMP are used to build the data server (DS-m) in memory-
based storage system, and the number of compute nodes in each partition can be adjusted dynamically.

e Dynamic borrowing: We monitor the real-time memory utilization of user processes in SMP, and
dynamically borrow a certain amount of memory according to the size of user processes and page
cache. The page cache acts as a memory adjustment region. We learn from the user I/O and user’s
requirements of memory to determine the appropriate size of the page cache. Hence, the page cache
can meet the memory requirements of user processes without degrading the performance.

¢ Dynamic returning: We propose a dynamic memory return policy that guide the data server to return
a certain amount of memory in time. According to the memory utilization of user processes, the
memory return policy fulfils the memory requirements of user processes and DS-m.

2. Memory and masFS

2.1. masFS

In our previous work, masFS [7], we proposed to use idle memory and SSD from compute nodes to build
a storage system for HPC applications. The system architecture is shown in Figure 1. We build the memory-
based Data Server (DS-m) on the node that has idle memory to stores file data. Metadata Server (MDS) is
built on a dedicated compute node for metadata storage and management. The Client software is running on
the compute nodes that run user processes.
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Fig. 1: The architecture of masFS
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We run IOR benchmark [11] to test the performance of Lustre and masFS on TH-1A supercomputer. The
experiments are conducted on one OSS and one DS-m. The OSS connects 4 OSTs, each of which has 8
HDDs with 7200 RPM. The DS-m runs on a compute node and leverage 12GB memory as storage space.
Figure 2 shows the read and write performance of one OST and one DS-m respectively. The results show
that the 1/0 performance of DS-m is 10 times higher than that of OST. Therefore, it is necessary to further
study the technology of building high-performance memory-based storage systems.

2.2. The analysis of memory utilization in compute nodes

In order to achieve better computing performance, a supercomputer usually contains tens of thousands of
compute nodes, each of which has 1 to 2 CPUs. The memory capacity of each CPU is also increasing. The
Sunway TaihuLight supercomputer, has 40,960 compute nodes and 1.31PB memory [3]. The Summit
supercomputer, that is expected to be released in 2017, has 3,400 compute nodes with 512GB memory per
node [4]. With these huge amount memory resources in a supercomputer, it is promising to borrow memory
from compute nodes to build memory-based storage systems.

The memory in compute nodes are shared by operating system kernel, user-level processes and page
cache. The kernel has the highest priority to use memory. User-level processes include user programs and
parasitic service processes, such as the client software of file systems. After fulfilling the memory
requirements of the kernel and user-level processes, remaining free pages will be used as page cache [8]. The
Linux kernel and parasitic processes in TH-1A occupies approximately 1GB memory. Therefore, the
memory resources in compute nodes are mainly shared by the user processes and page cache. When user
processes require more memory, the kernel first assigns free page to the user processes. Otherwise, the kernel
reclaims pages from the page cache and then assigns them to user processes.

3. MemuUsing Design and Implementation

We propose MemuUsing that mainly focuses on dynamic memory borrowing and returning. It solves
following key technical issues such as where to borrow memory, how to borrow and return.

3.1. Borrowing memory from compute nodes that run CPU-intensive applications

Based on users’ requirements of CPU and memory resource, users can be divided into three categories,
which are CPU-intensive, data-intensive, and a mix of CPU- and data-intensive. CPU-intensive applications
use nearly all the CPU resources, but only part of memory space. Data-intensive applications use almost all
memory, but less CPU resources. Mixed-intensive applications use most of the CPU and memory resources.

Lustre Number of Number of .C.PU, M;lnﬂfy Percentage
Compute Nodes | Programs Utilization Utilization of Nodes
<30% 85.43%
o 30%-50% 9.94%
vol-th 2244 485 94% 519%-80% 2.14%
>80% 0.49%
WORK 127 7 96.92% <30% 100.00%
<30% 77.77%
0, 0, 0,
vol6 2245 608 85.54% ;?‘2:23‘2 1;'_],85](;'
>80% 0.67%
<30% 39.00%
THL4 100 21 96.43% 30%-50% 50.00%
51%-80% 11.00%

Table 1: CPU and memory utilization in TH-1A.

Since we primarily concern about the free memory in compute nodes, we analyse the number of nodes
that run CPU-intensive application, and the memory utilization of these nodes. Table 1 illustrates the
statistics of memory and CPU utilization of 4,716 nodes in TH-1A. As TH-1A supercomputer has 7,500
nodes, CPU-intensive applications occupy more than half of total compute nodes. The results show that the
average CPU utilization is high, but 90.89% of nodes that run CPU-intensive applications use less than 50%
of memory resources. The total capacity of idle memory can be around 45TB, which is one fourth of the total
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memory in the system. Since the memory in compute nodes can not be shared, all free memory remains
unused. Hence, we can borrow the free memory from these compute nodes.

3.2. Statically borrowing memory from nodes in SMP partition

We divide all compute nodes into two partitions. One is full memory partition (FMP) and the other is
small memory partition (SMP). In FMP, user processes can use full memory space of the compute nodes. In
SMP, user processes can only use half of memory space of the compute nodes, and we borrow the remaining
50% of memory to build the storage system. Therefore, users choose FMP or SMP to apply compute node
and run processes based on their memory requirements.

Table 1 indicates that applications in 80.12% of the nodes only use less than 30% of total memory.
Therefore, besides 50% memory from SMP that we statically borrowed, there are about 8.021% of total
memory remains idle. We can not use static partition method to further divide and allocate the idle memory
in SMP, which makes the resource management more complex. We propose a dynamic following method to
further borrow a certain amount of free memory from compute nodes, and to release them in advance when
user processes need more memory. Our approach not only meets the memory requirements of user processes,
but also borrow as much free memory to build the storage system.

3.3. The characteristics of dynamic memory utilization

Different applications have different memory utilization patterns. Figure 3(a) and 3(b) show two
examples of memory utilization patterns on the TH-1A. We generate a mean value curve C-mean(t) for
memory utilization of two applications. The value of C-mean(t) is the average of all memory utilization
values sampled from 0 to t time points. We use C-mean(t) as a reference value to dynamically adjust the
memory space reserved for user processes. Obviously, it is larger than the minimal memory space used by
user processes. Thus, the difference between the maximal value and the mean value of the memory space
used by user processes is less than the difference between the maximal and minimal values. Hence it reduces
the changing range of memory space used by user processes and it makes the control of dynamic memory
borrowing and returning easier.
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Fig. 3(a): Memory utilization for application 1. Fig. 3(b): Memory utilization for application 2.

There are two characteristics that relate to borrowing remaining memory. One is the average value C-
mean and the other is the maximum value C-max in memory utilization. The C-max is more important since
it determines the amount of memory that can be further borrowed after statically borrowing half of the
memory in SMP. Therefore, it is valuable to borrow remaining idle memory from compute nodes
dynamically and appropriately based on the actual memory utilization of user processes. In the following
paper, we refer to the memory borrowed from half of the compute nodes as static borrowed memory, and
refer to the memory borrowed from remaining memory besides the static borrowed memory as dynamic
borrowed memory.

3.4. Using Page cache as a dynamic resource pool

Page cache is managed by the operating system kernel to improve the 1/O performance of user processes.
The size of page cache and the exchange policy may affect the 1/O performance. Cache size can be expanded
or reduced under the management of operating system kernel. When user processes require memory, the
kernel allocates free page in local node. If the number of free pages reaches the lowest level, the kernel
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reclaims pages from page cache. When the 1/O size increases and there are idle pages in the system, the
operating system kernel allocates idle pages to enlarge the size of page cache [8].

We profile the memory utilization of gene processing program [12] in Figure 4(a). The used(user) curve
describes the memory used by user processes. The used(user+system) curve describes the memory used by
user processes, system kernel and other service software. It shows that the memory used by system software
is small, and it does not change much. Remaining memory are shared by free page and cache. We decrease
the size of page cache to 1GB to verify if the performance of the user processes is affected by the size of
page cache. The results in Figure 4(b) show that there is no visible impact on the completion time of user
processes.
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Fig. 4(a): Memory utilization of user program.  Fig. 4(b): The impact to user program’s performance.

Considering the role of page cache in the systems, we propose to leverage the page cache as a dynamic
memory adjustment pool to fulfil the memory requirements of user processes and DS-m. The allocation of
memory in a node is shown in Table 2, where C_free represents free memory and the memory occupied by
DS-m is marked as C_ds. We first fulfil the memory requirements of system kernel and user processes. Then
we dynamically monitor the size of page cache and C_free to determine the memory that can be borrowed by
DS-m. By dynamically allocating and releasing memory, we fix the size of C_free and page cache at an
appropriate value.

kernel | application C free page cache | C ds

Table 2: Memory allocation in compute nodes

3.5. Dynamic following strategy of memory borrow and return

Dynamic memory borrowing changes the size of memory that DS-m can use. However, returning
occupied memory may affect the normal operating of the user processes. Memory returning is usually
triggered by two cases. One is when user processes require more memory, and the other is when the system
needs to reduce the number of nodes in SMP. When returning memory, the DS-m releases pages that it
occupies. The difficulty in dynamically releasing pages is to precisely follow the memory requirements of
user processes.

The storage space of DS-m is divided into blocks, and we set the size of each block to 8 pages. Each
physical block has an ID. We return all static borrowed memory on one node at the same time when the node
is to be removed from SMP. However, for dynamic borrowed memory, we allocate or release a certain
amount of memory when needed. We propose two control methods to dynamically release pages. One is
Dynamic Mean method, and the other is Dynamic Peak Envelope method.

A. DM: Dynamic Mean Method

We first define several variables. C-mean is the average memory capacity used by user processes. C-
adjust is the adjustment value of the available memory space based on C-mean. C-adjust-min is the minimal
threshold of C-adjust. We dynamically adjust the total memory space occupied by free page and page cache
based on the value of C-mean. Therefore, the maximal available memory space that user processes can use is
no less than the sum of C-adjust-min and C-mean (referred to as C-am). The minimum requirement is that C-
am should be larger than C-max. C-adjust-min is an expected value that is used to guide adjusting the size of
free page and page cache. In our system, we use following equation to manage the memory size.
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C-total = Cp + C-free + C-cache

Cp represents the amount of memory that is used by user processes. C-free is free memory, and C-cache
is the size of page cache. The sum of C-free and C-cache represents the amount of memory the user
processes can use. C-total is the total amount of memory that is reserved for user processes.

When C-total is less than C-am, the total amount of memory reserved for user processes is less than the
minimal value the user processes really need. Therefore, the DS-m should release pages to increase the size
of free page or page cache, hence to increase the value of C-total. When C-total is equal to C-am, the
memory requirement can be satisfied. The DS-m can release some pages in case the value of C-am increases
suddenly. When C-total is larger than C-am, we can allocate memory to DS-m.

In DM method, the selection of the C-adjust-min is the most important issue. The basic goal of DM
method is to satisfy that C-max is equal to or less than the sum of C-adjust-min and C-mean. According to
the characteristics of C-mean and C-max, we calculate the difference of (C-adjust-min + C-mean) and C-max,
and dynamically adjust the size of free page and page cache based on the difference.

B. DPE: Dynamic Peak Envelope Method
In the dynamic mean method, C-adjust-min is a key parameter. If it is too small, the user processes may
be terminated abnormally as it can not provide enough memory space. If it is too large, it can not make full
use of free memory resources.

Ideally, the memory space reserved for user processes should be similar to user’s memory requirements,
and leave a small amount of memory for page cache. According to the characteristics of how user processes
apply and release memory resources, as well as how operating system kernel manages free page, we propose
the Dynamic Peak Envelope (DPE) method. The main technical problems are as follow.

o First we link all peak points of user’s memory utilization to form an envelope line C-max-envel(t).
The peak point is defined as the changing point from memory ascending to descending. We modify
the C-max-envel(t) value whenever a new peak point presents.

e In the ascending period, the amount of available memory is reserved in advance based on the slope.
When a memory requirements’ ascending is detected, if the maximal value of current memory
utilization exceeds the previous peak point, the C-max-envel(t) is modified to be twice as the
difference between the two adjacent peak points, hence to prepare enough memory space.

e We also filter out small peak points. When the ascending period turns to descending before N
sampling points (e.g. N = 4), the peak is filtered and the C-max-envel (t) is not modified.

o We use C-max-envel(t) to guide setting the size of memory that is shared by free page and page cache
(C-fp). The size of C-fp only affects the I/O performance and it does not directly change C-makx,
hence it does not affect the normal function of user processes. In fact, C-fp is a resource adjustment
pool to satisfy the memory requirements of user processes. C-max-envel(t) reflects the real-time
changes in memory requirements of user processes. The kernel takes some time to reclaim free pages
from page cache and assigns free pages to user processes. With an appropriate value of C-fp, rapid
changes in the memory requirements of user processes can be satisfied.
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Fig. 5: The workflow of DPE method.
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The goal of DPE method is to meet the following relationship in real time: "the sum of the memory
capacity used by user and available memory" is greater than C-max-envel (t) + C-fp. Figure 5 shows the
workflow of DPE method.

With DPE, we can dynamically and effectively borrow the remaining memory capacity in the compute
nodes and meet the memory requirements of user processes and page cache. With two aforementioned
methods, we can determine the start time to borrow memory and to release memory. As the operation of
memory borrowing is relatively simple, we only discuss the method of memory releasing.

3.6. Releasing static occupied memory

When the number of nodes in FMP is insufficient, it is necessary to move nodes from SMP to FMP. First,
we select compute nodes that are not used by DS-m, and move it directly to FMP. If there is no such node,
we select nodes that run DS-m but there is no user process running on that, and migrate file data stored in
DS-m to other DS-m. The MDS selects compute nodes for migration.

We keep two queues to manage blocks, which are “used block queue” (USED) and “free block queue”
(FREE). MDS first selects block from the FREE queue. If the FREE queue is empty, we choose blocks from
the USED queue. File data stored in the blocks to be released need to be migrated to other blocks. There are
two migration destinations. If there is free block in the static borrowed memory area, the data to be migrated
will be copied to the new block. The DS-m then modifies the mapping relationship between the data and the
physical block. This method does not need to notify MDS of the above changes. If the static borrowed
memory area does not have a free block, we migrate the file data to other DS-m. This method includes
migrating data between two DS-m(s) and informing MDS of the modification.

4. Experiments

We conduct the experiments on the TH-1A supercomputer. Each compute node has two Intel X5670
CPUs and 24GB memory. We use artificial programs and a real-world application to test the correctness and
effectiveness of our proposed methods.

4.1. The memory resource adjustment by page cache

We write a program to test the changes of memory space used by user processes, page cache and free
pages during the execution of application. First, we apply 22 memory blocks, each of which is 1GB. After a
few seconds, we begin to write data to the memory blocks that are assigned. The results in Figure 6 show
that the kernel does not allocate whole 22GB physical memory before starting the write operation. The
memory marked as used is the sum of memory that are used by user processes and page cache. When the
program writes data to the memory, the kernel continually allocates physical pages to store data, and the size
of physical memory occupied by the test program is increasing. From 0s to 63s, the kernel allocates memory
from free pages. When the number of free page decreases to a very low value, which is shown from 63s to
109s, the kernel reclaims pages from the page cache and allocates to the program. From 109s to 200s, the test
program periodically frees a 1GB block, where the curves of used memory and free memory change in
ladder form. Since there is no read or write request, the size of page cache does not change. The test program
re-applies 22GB memory, and writes and reads the file from 200s to 245s. It triggers an increase in the size
of page cache and a decrease in free memory size. After 244s, the test program continues to allocate memory
and write data to the memory. Hence, the used memory is increasing, and the size of page cache and free
memory are continually decreasing. The test results prove our method that to use page cache and free page as
a memory resource adjustment pool.

4.2. Dynamic Mean Method

In DM, we propose two methods to determine the remaining available memory. One is the mean method,
and the other is the maximal method. We set a memory adjustment value C-adjust. It has to meet the memory
requirements of user processes and page cache.

With mean method, we use two different adjustment C-adjust values which are shown in Figure 7(a).
Obviously, C-adjust2 is not appropriate, which makes C-adjust2 + C-mean much larger than the maximal
value of memory required by the user processes. It wastes much memory resources.
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With the value of C-adjustl, the user processes can run properly. However, there still are free memory
that are not utilized. We improved the mean method and proposed the maximal method. It uses current
maximal value to adjust C-adjust. In this way, it will not cause memory insufficiency to user processes.
Figure 7(b) shows a maximal curve and a C-adjust curve.

4.3. Dynamic Peak Envelope Method
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Fig. 8(a): DPE curve. Fig. 8(b): Comparison of DPE and Maximal method

In DPE, we use the dynamic following envelope method to determine the amount of memory used by the
user processes. For example, in the process of rising, when the memory capacity used by user is greater than
the latest peak, the size of memory reign will be increased. We also filter out small peak points. Figure 8(a)
shows that the DPE method can better follow the real-time changes in memory capacity used by user. On the
basis of the real-time peak envelope, we use the memory capacity adjustment amount C-adjust. It
dynamically meets the needs of the memory from user and page cache, and improve the efficiency of the use
of memory. Based on the results from Figure 7(b) and Figure 8(a), we compare the efficiency of borrowing
remaining memory with DPE method and Maximum method in Figure 8(b). With DPE method, we can
leverage 87.1% of the remaining memory. With Maximal method, the remaining memory is not used.

5. Related work

In building memory-based storage system or file system, most research work statically use memory from
compute nodes. To our best knowledge, we are the first to propose dynamic memory borrow and return.
FusionFS [5] focuses on processing large amount of small size 1/O, as well as lots of write operations. The
author uses memory from idle nodes to build a distributed storage system, mainly to solve the problem in
metadata-intensive and write-intensive operations. In this way, the CPU resources in those idle nodes are
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wasted and idle memory among the supercomputer are not utilized. RAMcloud [13] and Memcached
leverage memory from dedicated storage servers. The CPU resources on dedicated servers are underutilized.
In memFS [6], it statically divides the memory in compute nodes to run applications and to build the storage
system. It uses a hashing table to distribute data within the storage system. When changing the size of the
storage system, memFS needs to suspend the system to update the hashing table, which may affect the
performance of applications running on that.

6. Conclusion

Building new memory-based storage systems is an important approach to address the serious
performance bottlenecks that HDD-based storage systems are facing. The challenges are how to borrow and
return memory in a correct and efficient way. To our best knowledge, we are the first to propose the dynamic
memory borrow and return approach. We ensure that the kernel has enough memory to run and our method
also returns occupied memory in time. Hence, user processes will not be terminated abnormally. In DS-m,
different types of files are stored in different memory borrow areas, hence we can quickly return the memory
in different memory borrow areas in a dynamic way.
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